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Overview Methods Results

Motivation

(1) Existing joint video-audio diffusion models rely on coarse global text embeddings that 

lack fine-grained temporal semantics. Consequently, they struggle with multi-stage 

actions, human-object interactions, and multi-speaker dialogues, often causing visual 

distortions and audio-visual misalignment.

(2) Without a shared semantic plan, video and audio denoising trajectories may diverge 

under complex prompts, leading to unstable generation. This motivates temporally 

structured semantic blueprints that explicitly coordinate both modalities.

Contributions

(1) We propose Baton, a framework that disentangles semantic planning from joint 

video-audio synthesis. By establishing shared temporal blueprints before denoising, 

Baton coordinates both generation trajectories for stable and synchronized generation.

(2) We introduce VA-Planner, an MLLM with dual semantic alignment towers. Learnable 

queries and bidirectional cross-modal attention fuse visual and auditory semantics to 

produce mutually aligned planned tokens, providing fine-grained, frame-level 

guidance beyond global text embeddings.

(3) We propose Relative Semantic RoPE (RS-RoPE) to align planned tokens and 

diffusion latents in a shared spatiotemporal coordinate system, enabling position-

aware cross-attention while preserving structured semantic guidance during denoising.

Implementation

Qwen3-8B VA-Planner  +  Ovi DiT backbone  |  1.5M training clip

Video plans: 6-FPS keyframes     Audio plans: 1-second chunks

Baton: VA-Planner + Joint DiT

The MLLM predicts video keyframe plans and audio chunk plans; dual semantic towers 

mutually align them before cross-attention-based generation.

Relative Semantic RoPE (RS-RoPE)

Video: 3D time–height–width alignment.   Audio: 1D temporal alignment.

Three-Stage Training

STAGE 1

Planner pretrain

Regress SigLip2 / 

WavTokenizer features.

STAGE 2

DiT adaptation

Flow matching with ground-

truth features.

STAGE 3

Joint fine-tune

Freeze planner; condition DiT 

on predicted plans.
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