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Agents must adopt diverse behaviors and switch them at the right moment, yet current MARL binds fixed behaviors g‘ggg@;s':i,?mﬂag

to fixed agent identities. We argue the missing ingredient is events. e Project page
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1 When should an agent switch behavior? 3 Framework

a) Events c) Proposed Framework d) Pressure Plate Task Visualization . .
Three agents, two events. Color = behavior; tick = (re)assignment. @ (I @ Six tasks in VMAS

Timestep-based t-SNE of Behavior Manifold ‘5 over 128 Replications
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an event decides when they switch. ; > s 5 > .
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