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Restart from informative states. Search with learned values.
ReST-GRPO improves the policy’s trajectories; a matched value model turns them into inference-time guidance.

01 Learn where to restart

When sampled answers receive similar rewards, GRPO gets little relative signal.
ReST-GRPO changes where online RL begins.
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(a) Training efficiency of ReST-GRPO, DAPO, and
GRPO on average benchmark score. Llama-3-8B is
trained for 10k steps and evaluated every 1k steps.
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(b) Budgeted verification on APPS-500 with Cod-
eQwen. Sampling temperature is set to 0.7 for all
methods.

Figure 3: Test of training efficiency and budgeted verification.

and evaluation script. Appendix A.3 specifies the metric and protocol and records that the historical
subset-construction seed is unavailable.

Base Reward Function. According to previous research, the use of model-based learned reward
functions in reinforcement learning scenarios may increase the risk of reward hacking [33], causing
undesirable effects on our experimental results. Therefore, we primarily adopt a rule-based reward
function that uses test cases to calculate reward, as shown in Eq. (6). It evaluates generated codes
with the ratio of passed test cases to total test cases, which naturally reflects the functional correctness
of these codes. Somewhat differently, two additional rewards have been added to improve stability
and effectiveness for ReST-GRPO and naive GRPO training, which is illustrated in Appendix A.5.

Rbase(Send) = Rbase(q, A) =
1

m

m∑
i=1

I(eval(A, ti) = yi), (6)

where ti are test cases, yi are desired test outputs.

3.2 Evaluation of LLM Policy Training Methods

To assess ReST-GRPO, we compare it with ReST-DPO (essentially ReSTEM [26] with DPO optimiza-
tion), naive GRPO, and DAPO [36]. These baselines cover offline preference optimization, ordinary
online group-relative optimization, and full dynamic sampling. We evaluate this stage separately
because its immediate role is to improve the policy and reshape the trajectory distribution before any
VM is trained. All policy methods use a learning rate of 1e-7. Appendix A.5 provides their remaining
configurations. Table 3(a) reports downstream component controls, while Appendix A.1 separates
reward-signal diagnostics from final task performance.

Performance comparison for iterative policy training. We perform two sequential training
iterations on Qtrain. Table 1 reports four LLM policies, with additional Llama-3.1-8B-Instruct and
CodeQwen1.5-7B-Chat results in Appendix A.7. ReST-GRPO improves the average over ReST-DPO
and naive GRPO for every model and iteration. Under the main Qwen3-8B configuration, it also
outperforms DAPO on all six benchmarks, with average margins of 3.4 points after the first iteration
and 5.8 after the second. After two iterations, ReST-GRPO improves the selected models’ average
scores by 15.2%, 6.7%, 3.6%, and 4.5%, respectively, without degrading any benchmark. Table 9
shows that the default setting remains competitive under reasonable hyperparameter changes.

Assessment of training efficiency for ReST-GRPO, DAPO and naive GRPO. By evaluating
policy performance after same number of training steps, we get a glimpse of the difference in
training efficiency between ReST-GRPO, DAPO [36] and naive GRPO. Figure 3(a) compares average
accuracy for Llama-3-8B over 10k steps. We use this general base model because it leaves substantial
room for coding improvement and makes differences in optimization efficiency easier to observe than
with a heavily code-specialized checkpoint. The three methods are comparable during the first 2k
steps, after which ReST-GRPO’s lead grows. At 10k steps its improvement is 12.3%, versus 7.8%
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Llama-3-8B; average benchmark score over 10k updates. [Fig. 3a]

ReST-GRPO: restart, then explore

1. Filter prompts by reward variation; select the highest-reward trace A as the anchor.

2. Add partial starts. Retain original prompts; sample β|A| prefixes, biased toward
earlier states.

Finite exponential sampling

p(j) = 1 − α

1 − α|A| αj−1, j = 1, . . . , |A|, 0 < α < 1
j: prefix length in lines; α = 0.95, β = 0.5 by default. [Eq. 2; Table 21]

3. Optimize fresh suffixes with GRPO. Prefixes are context, never imitation targets.

Policy-only gain over DAPO: +5.8 pp

ReST-DPO GRPO DAPO ReST-GRPO
52.6 59.0 59.7 65.5

Qwen3-8B, two training iterations; four-family average score (%). [Table 1; averaging rule at right]

02 Unified policy + value
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Figure 2: Framework of ReST-RL. ReST-GRPO reshapes the policy-induced trajectory distribution by
filtering and assembling high-value training data. This optimized distribution improves VM learning
and enables VM-MCTS to perform more reliable value-guided search and decoding.

2.2 ReST-GRPO

Building on ReST [4] and GRPO [25], Reinforced Self-Training with Group Relative Policy Opti-
mization (ReST-GRPO) improves GRPO training through reward-based filtering and partial-state
starts. Unlike ReST-style supervised training on accepted completions, an accepted prefix is used
only as context: its suffix is freshly sampled online and optimized with the GRPO objective. Thus,
the stored trajectory determines where online RL may restart but does not prescribe what the policy
should generate afterward. The original prompt is also retained whenever it passes filtering, so the
assembled set mixes ordinary prompt starts with state-localized starts. This extension reshapes the
training distribution and mitigates low-information group rewards [36], while preserving on-policy
exploration over newly sampled suffixes. It also increases the policy’s coverage of high-reward
trajectories used by the subsequent value-learning stage. ReST-GRPO is designed to reinforce the
policy through multiple self-training iterations, each initialized from the checkpoint produced by the
previous round. Every iteration contains three steps: (1) pre-train solution sampling, (2) train-data
filtering and assembly, and (3) optimization with the GRPO objective. Algorithm 1 provides the
detailed pseudocode.

2.2.1 Pre-train Solution Sampling

Similar to the ReST algorithm that augments the initial training dataset with samples from the policy
itself, ReST-GRPO also utilizes the sample solutions generated from the policy for further train data
selection and assembly. Within each iteration, we first collect N solutions for every instruction prompt
in the original dataset using the current policy. By configuring the LLM’s sampling temperature, we
can control the randomness and diversity of these solutions. Then, we utilize a fixed reward function
to obtain rewards for all solutions, which are used for subsequent filtering processes.

2.2.2 Data Filtering by Reward

An LLM policy’s output solutions and their corresponding rewards contain a wealth of information
indicating its strength and weakness toward the target domain, which can be leveraged to filter out
ineffective training data. For GRPO, policy update relies on group relative advantage. This means
effective training signals depend on discrepancies between rewards, offering three key enlightenments:

• If a policy’s outputs obtain similar rewards on a question, there’s nothing much for it to learn from.

• For questions where the current policy faces an enormous action space but only a few output traces
lead to a substantial reward, normal sampling from the initial state may be ineffective for training.
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ReST-GRPO improves trajectories for downstream value learning. [Fig. 2]

V π(s) = Eπ[R(Send) | s]

Freeze the improved policy. Learn state values from self-collected Monte Carlo returns,
without extra human step annotations.

One VM for tree allocation + final selection.

Sequential training; s = (q, a1:j), one action per line. Each VM is paired with its generating policy. [Sec. 2.3]

The policy gain survives matched VM learning

40 50 60 70

GRPO
40.3 53.8

ReST-GRPO
56.5 64.2

Policy only + matched VM-MCTS

APPS-500 test-case pass rate (%). Same VM initialization, 1.1M targets and search settings. [Table 3b]

03 Stronger code reasoning

50.3 → 68.9
Qwen3-8B: base → full ReST-RL
Four-family average score (%); +18.6 pp.

Full ReST-RL uses 100 candidates at inference.

Base ReST-RL Base → ReST-RL

0 25 50 75 100

HumanEval 82.9 → 86.6

HumanEval+ 78.0 → 82.9

MBPP 71.7 → 81.7

MBPP+ 62.2 → 70.4

APPS-500 11.8 → 64.2

BCB 41.8 → 50.6

APPS: test-case pass rate; others: pass@1. [Table 17]
Avg.: average each + pair, then equally weight HumanEval, MBPP, APPS and BCB.

Gains across model families

Model Base ReST-RL

Qwen2.5-Coder-7B 56.3 67.3
DeepSeek-Coder-6.7B 49.3 58.4
OpenCI-DS-6.7B 48.6 58.3

Four-family average score (%); 100 candidates. [Table 2]

Code training transfers beyond code
Qwen3-8B; no target-domain tuning. [Table 5]

MATH 78.0 → 87.2 +9.2 pp
Omni-MATH 23.4 → 25.6 +2.2 pp
GPQA-Diamond 44.9 → 49.0 +4.1 pp

Preliminary transfer evidence; coding is the primary evaluation domain.

2.9× faster to a +9-point gain
71 vs. 207 hours, including pre-sampling.
Llama-3-8B; ReST-GRPO vs. GRPO. [Table 4]

64.2 vs. 61.9 at ≈41.5 s / prompt
APPS-500; VM-MCTS vs. VM-BoN (N = 260).
Same policy + VM; approximately matched latency. [Table 3c]
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