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A detector should recognize objects across scales and visibility conditions. Generic augmentation
increases variation but does not explicitly control how each class covers these attribute states.

Pascal VOC: class AP remains correlated with area and Local Visibility Index (LVI). The category density
plots reveal different scale and visibility distributions; LVI measures local foreground–background
separability.

Scale and visibility have class-dependent structure. TANS uses that structure to guide
generated samples, then adapts shaping strength as the representation evolves.

SPS transports class-conditional scales toward under-covered states. LVS shapes local contrast on the updated boxes; measured feature-state
feedback adapts visibility strength.

Scale-Aware Automatic Augmentations: Chen et al., TPAMI 2023.
TANS grounds the intervention and its control in object attributes and measured representation geometry.

Table 3: Scale-aware policy search and target-aware shaping.

Dimension Scale-Aware Automatic
Augmentations [43]

TANS

Optimization
paradigm

Searches image- and instance-level
scale-aware transformation policies.

Class-conditional scale priors and
box-conditioned visibility shaping.

Sample generation Applies searched transformations,
probabilities, and magnitudes.

Monotone log-scale transport; local contrast
modulation preserves geometry.

Controller Searched policies; heuristic image-level
and differentiable instance-level
adaptation.

Measured feature-state statistics govern
shaping strength.

Interpretability Selected operators, probabilities,
magnitudes, and schedules.

Scale priors, local visibility, and measured
representation geometry.

4.5 Attribute Dependence under Scale Shifts

To test whether scale-prior shaping improves robustness to changes in object scale, we directly eval-
uate trained YOLOv11 detectors on perturbed COCO validation images, without additional training
or fine-tuning for these scale-shift conditions. We randomly select 20%, 30%, or 40% of non-crowd
objects and expand them by factors in [1.5, 2.0] or shrink them by factors in [0.1, 0.5]. Categories
and object centers are retained, and unselected objects remain unchanged. All methods use identical
perturbed images, annotations, and evaluation settings.

Table 4: Scale-shift evaluation on COCO with YOLOv11. mAP is reported on the [0, 1] scale.
Percentages indicate the fraction of objects perturbed. Mosaic+SPS isolates the scale-prior branch.

Expansion Shrinkage

Method Clean 20% 30% 40% 20% 30% 40%

No Aug. 0.3611 0.3665 0.3666 0.3659 0.2901 0.2551 0.2248
Mosaic 0.4304 0.4326 0.4336 0.4326 0.3522 0.3135 0.2780
Mosaic+SPS 0.4554 0.4596 0.4595 0.4601 0.4066 0.3751 0.3494

Table 4 shows that shrinkage substantially reduces detection accuracy, whereas expansion has a
smaller effect. The advantage of Mosaic+SPS over Mosaic grows from 2.50 percentage points on
clean images to 5.44, 6.16, and 7.14 points as shrinkage affects more objects. Thus, the scale-prior
branch strengthens performance precisely when object scales move toward the more difficult small-
scale regime, complementing the clean-set gains with direct evidence under controlled scale shifts.

The original scale diagnostic in Appendix A.3, Fig. S3(c), also shows reduced class-level SDE–
AP correlation on COCO: SPS reaches 0.421/0.494 for ResNet-50/101, versus 0.503/0.566 without
augmentation.

5 Conclusion and Limitations

We propose Target-Aware Nuisance Shaping (TANS) to mitigate intrinsic attribute biases in object
detection by reformulating data augmentation as an object-conditioned vicinal distribution design.
By dynamically adapting shaping strength to the evolving representation geometry, TANS improves
performance on MS COCO and Pascal VOC while reducing attribute entanglement. Current limita-
tions include the luminance-based visibility proxy, composition-induced context changes, training
overhead, and dependence on bounding-box annotations. Future work will extend this framework
to broader nuisance factors, including pose and occlusion, with reduced annotation dependency.

The supplement provides attribute-regime and recall analyses (Appendix A), scale-distribution en-
tropy (Appendix B), algorithms (Appendix C), correlation analyses (Appendix D), methodological
details (Appendix E), additional detector comparisons and repeated-run results (Appendix F), and
implementation settings and resources (Appendix G).
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Table 1: COCO results with Faster R-CNN under the official MMDetection 1× schedule. We
highlight our proposed components in color. Bold numbers denote the best result, and underlined
numbers denote the second best in each block.

MS COCO MetricsMethods AP ↑ AP50 ↑ AP75 ↑ APs ↑ APm ↑ APl ↑
Detector: Faster R-CNN (ResNet-50-FPN)

Baseline 35.8 57.0 38.4 20.6 39.1 46.4
+ Mixup (α = 0.5) [18] 35.9 57.3 38.4 20.8 39.2 46.1

+ Manifold Mixup (α = 1.0) [41] 36.4 57.5 39.2 21.2 40.0 46.5
+ Cutout [27] 36.1 57.4 38.7 21.1 39.6 46.6

+ CutMix (α = 1.0) [19] 36.6 58.0 39.2 21.4 39.9 47.0
+ CutMix + SUMix [42] 36.9 58.2 39.5 21.6 40.3 47.2

+ Simple Copy-Paste [20] 37.7 58.6 40.8 22.9 40.9 48.0
+ SPS-only (Step 1) 38.2 59.1 41.5 23.3 41.5 48.8
+ LVS-only (Step 2) 38.1 59.0 41.5 23.6 41.4 48.5

+ TANS (Step 1 & 2) 39.0 60.0 42.7 24.7 42.2 49.7
Detector: Faster R-CNN (ResNet-101-FPN)

Baseline 37.7 59.0 40.7 21.6 41.4 49.2
+ CutMix (α = 1.0) [19] 38.6 59.7 41.6 22.4 42.5 49.9
+ CutMix + SUMix [42] 38.9 60.0 42.6 22.8 42.9 50.1

+ Simple Copy-Paste [20] 39.9 60.3 43.6 24.4 43.8 51.0
+ SPS-only (Step 1) 40.5 60.6 44.3 24.4 44.6 52.2
+ LVS-only (Step 2) 40.7 60.8 44.4 25.1 44.6 51.9

+ TANS (Step 1 & 2) 41.8 61.5 45.5 26.1 45.9 52.7
Table 2: Results on Pascal VOC and YOLOv11. Left: Faster R-CNN on Pascal VOC under the
2× schedule used in our implementation. Right: YOLOv11 on COCO under a common 1000-epoch
maximum budget with early stopping. Values are reported in percentage points.

(a) Faster R-CNN on Pascal VOC

Methods AP ↑

ResNet-50

No Aug. 79.8
Copy-Paste 81.2

SPS-only (Step 1) 81.9
LVS-only (Step 2) 81.7

TANS (Step 1 & 2) 82.6

ResNet-101

No Aug. 81.1
Copy-Paste 82.3

SPS-only (Step 1) 82.7
LVS-only (Step 2) 82.5

TANS (Step 1 & 2) 83.5

(b) YOLOv11 on COCO

Methods mAP50:95 ↑ mAP50 ↑ Prec. ↑ Rec. ↑

No Aug. 36.1 51.5 61.5 47.5
Mixup 40.7 56.9 63.8 52.1

Mosaic 43.0 59.4 66.9 54.4
Mosaic + Mixup 45.2 61.9 70.0 56.9

OA-DG [31] 43.6 60.1 69.1 55.3
ControlAug [29] 44.8 61.6 70.8 56.1

SPS-only (Step 1) 45.5 62.2 71.8 56.2
LVS-only (Step 2) 45.7 62.4 70.6 56.6

TANS (Step 1 & 2) 46.6 63.4 71.4 58.3

and 4 use a common 500-epoch diagnostic window to compare representation trajectories before the
policies terminate at different epochs.

4.2 Main Results

Table 1 reports COCO results with Faster R-CNN under the official MMDetection 1× schedule.
SPS-only isolates the geometric scale-prior branch, LVS-only isolates the local-visibility branch,
and TANS combines both operators. Across ResNet-50-FPN and ResNet-101-FPN, TANS improves
over strong attribute-blind vicinal baselines, indicating that the gain is not explained by generic
augmentation strength alone.

Table 2 further evaluates transfer across datasets and detector families. On Pascal VOC, TANS
improves over Copy-Paste under the Faster R-CNN 2× schedule. On COCO with YOLOv11, TANS
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