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BACKGROUND

DiT repeatedly processes the full token sequence

Denoising step K

|

DiT

Denoising step 1 Denoising step 2
1 2 3 4 5 6 7 8 1 2 3 4 5 6
| |
DiT next step DiT
AWl N tokens All N tokens
| |
1 2 3 4 5 6 7 8 1 2 3 4 5 6
Updated latent tokens Updated latent tokens

Each denoising step updates all N image tokens

AllL N tokens

|
EREORNER

Final clean latent
!

VAE decode |—

Finalimage
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TOKEN MERGING

What if similar tokens are computed once?

Merge similar features, compute representatives, then unmerge

Full sequence (N) Representatives (M <N)

BEBBEE | e | EEEE [ —

Similar colors = similar features

Transformer operation
M tokens

Reduced computationin
selected blocks

l

Next layer / step —

Full positions restored (N)

Which tokens should merge? Which should remain distinct?

Unmerge
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RELATED WORK

Representative token merging methods

ToMeSD!']

Feature similarity identifies redundant tokens
Merge for selected computation, then restore token positions

Importance-Based Token Mergingl?!

CFG discrepancy provides token importance
Important-token pool guides anchor and source selection

€p (xtJ t) = €p (Xt, t) + W[EQ (xt' C, t) — €p (xt' t)]

Does prompt relevance capture all image structure?

[1] Bolya, Daniel, and Judy Hoffman. "Token mergingforfast stable diffusion." 2023 IEEE/CVF conference on computer vision and pattern recognition workshops (CVPRW). IEEE, 2023.
[2] Wu, Haoyu, et al. "Importance-based token merging for efficient image and video generation." 2025 IEEE/CVF International Conference on Computer Vision (ICCV). IEEE, 2025.
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MOTIVATION

CFG signal can miss background structure

CFG _ Ours
Compress Ratio: 0.3

Prompt relevance

Strong guidance around
prompt-aligned objects

What about the background?

Unmentioned boundaries
and fine details

Elegant teacup with
a delicate floral pattern

(a) Results on different compression ratio
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OBSERVATION

Prompt relevance leaves structural blind spots

Pseudo GT
B L 2 N oE 9w s

(=)

Non-Prompt Object Edge Alignment (%)

(b) Spatial distribution of top-ranked tokens (c) Blind spots at non-prompt region

Time-varying importance Prompt-independent structure

Refinement shifts beyond the foreground Background tokens remain low-ranked in CFG
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OBSERVATION

Prompt relevance leaves structural blind spots

How to faithfully capture these diffusion dynamics?

Propose DaTMe
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OBSERVATION

Two signhals from the predicted noise

Score function g :
1 &
s(t) = thlogpt(xt) ~ _;Ee(xt» t) o
t -
g
1

Tweedie estimation

t — Op€¢(Xg, t)
At

X
%o() = Elxolx.] =

Whichis better?

Tweedie Diff Score Slope
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OBSERVATION

Tweedie difference instead of score difference

Pseudo-GT=|x, — X,(t)]

Reference: remaining change to the final generated latent

oY 101 —— CFG Diff (u=0.41)
0.201 9 - —— Score Slope (p=0.40) —
_ ——— los 509 £ "% — Tweedie Diff (1=0.74)
L 015/ —— Top 20% z ¢ 2 06
X —— Top 30% _0_6.'—5“ S 0.8 ]
= === Bot 10% & g g
£ 0.10 -=- Bot 20% g 2 75 %4
< --- Bot 30% r04ag |07 &
g —— Cosine Sim (%o final) | & E 0.2
0.05 E —— CFG Diff (u=0.93) g
02 g0 —— Score Slope (1=0.77) o
s —— Tweedie Diff (u=0.74) '
%0 0.2 0.4 0.6 08 10" 00 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
Timestep T Timestep Timestep T
() (b) (©
(a) Different refinement (b) Dynamic importance (c) Pseudo-GT alignment
High-gap tokens keep changing CFG remains relatively static Tweedie difference stays aligned

Focus on the same region
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TEMPORAL IMPORTANCE MAP

Tweedie difference instead of score difference

Raw score slope [s(t) — s(t — 1)]

Eg(t —1) — eyt 1 1
(=D =e® | (1
Ot—1 Ot

Ot-1
Scale term
Noise-schedule rescaling

Difference term
Prediction change

Late steps: scale term can dominate

o: 2 0: schedule effects can mask token refinement

Tweedie difference |X,(t) — X,(t — 1)|

Ot—1
Mt(;)np = a4, leg(t — 1) —eq(t)] (®

Scale term removed, only focus on token refinement

n
/

—— Scale Term (Mag) e - 101000
w = Difference Tarm (Ratio %)
w = Scale Term [Ratio %)

Mean Magnitude

~
\

v Difference Term (Mag) JA£]/0y . g

04 0.6

0.0 0.2
Timestep T
Signal (Step 40)

0.8

Component Ratio (%)
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SPATIAL IMPORTANCE MAP

Stable tokens can still carry important structure

Original

Man in air on skateboard at
night by light of street lamp

= Unimportant (low-ranked)
tokens in each map

] Temporally low and
spatially high tokens

ML, = 12o(t) — UP.(Downg (Ro (D))
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MERGING PROCESS

DalTMe

Algorithm 1 Dynamics-Aware Token Merging (DaTMe) at timestep ¢

r w ! Require: token "features F(), temporal map MEZ{np, spatial map Mﬁf}at, compression ratio r,
I number of grids P

I E 1 Ensure: merged token features F'(*)

i I LN+ HxW, S+ {l,...,N}, ngg  [rN]

=y

2: // 1. Dynamics-Aware Role Assignment
3: Scon ¢ TopFrac,_, (Mﬁi{np) N TopFrac, _, (Mg}at) > protected tokens
4: S — BotFrac, (ME:,)mp) N BotFrac, (Mg,)at) > safe merge sources

%
I
i
==

: // 2. Spatially Distributed Source Completion
: U+ Siot \ (Scon U Ssrc)

7. 8§2dd ¢ GridSample (U, Mgt — |Serels P)
8: S:m — Sqe U Ssar%d

F

L

r——
1

=

-
[ ]

Jwg

LY
%
1

1

9: /f 3. Locality-Constrained Spatial Matching

10: D+ Spot \ (Scon U 8;;0) > destination tokens
11: for each j € &7, do

12: d(j) « argmingep ||p; — Pxll2
13: end for

14: B/ Merge(F(”, { = d(j)}jes-

src

o
Rile Asslgnment
i
EEN =+
+
Saurce Campletion
v
EREEEE

2 I--!

_— e e e e e e e e e e
H
[

EEREEREENE *+ HEER
. :}-3;;5'5 ”~
a4

-
1
€&

) > Seon remains unchanged

It
L

15: return F'(t)
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MERGING PROCESS

DaTMe mergingin action

Conceptualexample:N=36,r=0.5,P=4

m Assign token roles Compute with 18 merged tokens
Temporal n spatial ranks 1 ‘ w - _
\\\ \\ \\}\ \ﬁ\\% B Protected + merged tokens

m Complete the budget \.\ \ \ h \\ T Constraints stay unchanged

ESR Compute with fewer tokens

Sample unassigned tokens \\ i 8
&\, h Restore positions after computation
m Merge locally

Keep constraints unchanged
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EXPERIMENTS

Evaluation on PixArt-a and FLUX.1-dev

Setting PixArt-a
Denoising steps 20

Guidance scale 4.5
Compression ratios 0.3/0.5/0.7
Merging blocks Transformer layers 9-19

Data COCO 2014 validation - 10K pairs

Quality CLIP-T, HPSv2, FID, SSIM, PSNR, LPIPS, aesthetics

Efficiency Latency and TFLOPs on one RTX PRO 6000 Blackwell

FLUX.1-dev
35
3.5
0.3/0.5/0.7

Dual: 9-19; single: 7-22
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QUALITATIVE RESULTS

Preserving structure beyond prompt-alighed objects

Compress ratio 0.5 Compress ratio 0.5

PixArt-a FLUX.1-dev

Original

ToMeSD
ToMeSD

CFG

DaTMe (Ours)

DaTMe (Ours)

A black and white cat A red fire hydrant K lirgecommerdiid cirpline

A Honda motorcycle parked A blackberry cobbler An old man is wearing w;‘th an orange sir ip‘;’d ‘;I”d sitting on a patch is taking off the runway
in a grass drive way ~ dessert in a white bowl an odd hat white cat next to eachother of green grass
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QUANTITATIVE RESULTS

Higher fidelity at a comparable compression budget

Table 1: Text alignment and efficiency scores on Table 2: Image fidelity score on PixArt-
PixArt-a. DaTMe achieves the best overall quality- «. DaTMe achieves stronger structural
efficiency trade-off, preserving strong text alignment preservation and image-level fidelity under

with minimal degradation under token compression. token compression.
CLIP-TT HPSv2t FID| Latency(s)] TFLOPs| SSIMt PSNRT LPIPS| Aes.t
PixArt-a (Base) [5] 31.2485 292780 42.1001 19417 18345 Compression ratio 0.3
Compression ratio 0.3 ToMeSD [10]  0.7306 18.9748 0.2433 5.9906
ToMeSD [10] 305735 24.1699 615229  1.6917 172514 CFG [9] 0.7137 17.8157 02369 6.1521
CFG [9] 30.8801 27.7375 44.6070 17458 172514 DaTMe (Ours) 0.8112 20.5136 0.1501 6.2014
DaTMe (Ours) 311375 285591 424474 18030  175.631

- - Compression ratio 0.5
Compression ratio 0.5

ToMeSD 205178 213334 948901 15918  165.201 E"I‘("}IESD g'ggi’ ig;lgé g-ggi 2*722

CFG 304645 25.8345 522912  1.6445 165.201 F - 27 : 6.1135

DaTMe (Ours) 31.0142 27.5174 43.4155  1.6884 170.410 DaTMe (Ours) 0.7300 18.4277 0.2258 6.1695
Compression ratio 0.7 Compression ratio 0.7

ToMeSD 28.2805 18.9797 123.0139  1.5356 157.897 ToMeSD 0.6301 16.8537 0.3682 5.5809

CFG 29.4543 226156 70.7062  1.5761 157.897 CEG 05695 152003 04129 5.9559

DaTMe (Ours) 30.6259 252393 47.0519  1.6426  165.193 DaTMe (Ours) 0.6581 16.9048 03078 6.0544




QUANTITATIVE RESULTS

Higher fidelity at a comparable compression budget

Table 3: Text alignment and efficiency score on Table 4: Image fidelity score on FLUX.
FLUX. DaTMe achieves stronger text alignment with DaTMe achieves stronger structural preser-
comparable efficiency under token compression. T de- vation and image fidelity.

notes our reproduced results.

SSIMt PSNR1 LPIPS| Aes.t

Compression ratio 0.3

CLIP-Tt HPSv2? FID| Latency(s))] TFLOPs)

FLUX.1-dev (Base) [22] 31.2274 29.6927 30.6141  14.601 2098
ev Buo) 122 > ToMeSD' [10] 0.6402 17.5070 0.2616 5.7626
Compression ratio 0.3 ToMA [12] 0.7415 20.6450 0.1844 6.0210
ToMeSD' [10] 31.3254 28.9339 30.4576  13.866 2046 DaTMe (Ours) 0.7737 21.6352 0.1694 6.0318
ToMA [12] 31.1787 28.5153 30.6520  13.790 1971 - -
DaTMe (Ours) 313524 29.5042 309258  13.772 2033 Compression ratio 0.5
Compression ratio 0.5 ToMeSD' 0.6166 16.9059 0.2932 5.6665
ToMeSD' 31.1852 28.3595 30.8491  13.278 2000 ToMA 0.7009  20.0375 0.2305  5.9030
ToMA 31.2036 27.7566 30.9883  13.288 1895 DaTMe (Ours) 0.7087 20.2021 0.2176 6.0191
DaTMe (Ours) 312621 28.9266 313423  13.271 1990 Compression ratio 0.7
Compression ratio 0.7
i ToMeSD' 0.6032 16.6127 0.3181 5.5739
ToMeSD 31.2045 27.6455 31.0033 12.728 1954 TOMA 06280 176972 0.2835 56971

ToMA 31.2191 26.4796 35.0541 12.775 1793

DaTMe (Ours) 312415 27.9093 31.1585  12.737 1946 DaTMe (Ours) 0.6378 17.7655 0.2877 5.9147




ABLATION

Temporal and structural cues are complementary

Original Ours with Score slope Ours

Table 5: Ablation on temporal and spa-
tial axes. We compare using only the tem-
poral axis, only the spatial axis, both axes,
and both axes with score slope instead of
Tweedie difference.

Setting CLIP-Tt+ SSIM{ PSNRt FID|

CFG [9] 30.8801 0.7137 17.8157 44.6070
Only Mtemp 31.0355 0.8109 20.5021 42.5269
Only Mgpat 31.1318 0.8110 20.5029 42.5736
Ours (score slope) 31.1166  0.8028 20.3944 42.9554
Ours 31.1375 0.8112 20.5136 42.4474

Replacing Tweedie difference with score slope reduces fidelity
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ABLATION

The sighal and merging desigh both contribute

Table 7: Effectiveness of the proposed impor-

tance Signal on PixArt-aatr = 0.3. “Merging” in- Signal replacement improves
dicates the merging strategy adopted from either [9] the existing pipeline

or ours, while “Signal” indicates whether token 1

Role assignment and spatial
Merging Signal CLIP- WT SSIMT PSNR?T LPIPS| /routing add further gains

0.7644 20091? 01915
311375 28. 5591 0.8112 20.5136 0.1501

CFG [9] 1 Ours

| Ours “Ours

A
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TAKEAWAY

Token importance should follow generation dynamics

01 Temporal evolution reveals unfinished refinement

02 Structural saliency protects image-wide detail

03 Dynamics-aware roles guide faithful token merging

Training-free integration into existing diffusion models

github.com/SeungluCha/DaTMe
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https://github.com/SeungJuCha/DaTMe

Thank You

Poster Session 5 | Hall C1, Atlanta
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   𝜖 𝜃    (   x t ,   t ) =  𝜖 𝜃    (   x t ,   t ) + w [  𝜖 𝜃    (   x t ,   c , t )   −  𝜖 𝜃    (   x t ,   t ) ]


  s  ( t ) =    ∇   x t l o g  p t  (   x t ) ≈ −  1   𝜎 t  𝜖 𝜃 (  x t , t )


     x ^ 0  ( t ) =   𝔼  [   x 0 |   x t ] ≈    x t −  𝜎 t  𝜖 t (  x t , t )   𝛼 t


   |   x 0   −    x ^ 0 ( t ) |


   |  s  ( t ) − s  (  t − 1 ) |


   |     x ^ 0  ( t ) −    x ^ 0 ( t − 1 ) |


   |     𝜖 𝜃  (  t − 1 ) −  𝜖 𝜃  ( t )       𝜎  t − 1 | +  𝜖 𝜃 ( t )  |   (   1   𝜎  t − 1 −  1   𝜎 t ) |


     𝜎  t − 1   𝛼  t − 1  |   𝜖 𝜃  (  t − 1 ) −  𝜖 𝜃  ( t ) |  


   ℳ  t e m p  ( t ) =


   ℳ  s p a t  ( t ) =    |     x ^ 0  ( t ) − U  P s  (  D o w  n s (    x ^ 0 ( t ) ) ) |

