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‘. Why does RFF-RND work?
Proposed method: RFF-RND
Replace the fixed MLP target with random Fourier features (RFF).

Mitigating Overgeneralization
iINn RND via Spectral Target Design

LinkedIn

The RFF target allows us to directly control its sensitivity to novelty
through the length scale parameter «.

Background: random network distillation

Given an input domain X', and data points D = {x;}i=1..» Gaussian target correlation

Random network distillation (RND) consists of
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\ - | [ e } The learned RFF-RND can be leveraged in two complementary ways:
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It can be used for novelty estimation, out-of-distribution (OOD)
detection, and exploration or anti-exploration in online and offline RL.

Penalizing unfamiliar behaviors to prevent OOD actions (anti-exploration)

This simple modification effectively mitigates overgeneralization by Toffline (X) = Task(x) — BE(X), x = (s,a).

enabling the model to distinguish off-manifold regions.
The same novelty detector € promotes exploration in online RL while

discouraging OOD behavior in offline RL.
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Motivation: overgeneralization

The predictor can easily predict the target in an unfamiliar situation

Table 1: Normalized D4RL Locomotion scores are reported as mean 4= std over 10 seeds, with 100
evaluation episodes per seed. Baselines are taken from prior work [An et al., 2021, Tarasov et al.,
2023, | Yang et al., 2024]]. Bold and underline denote the best and second-best results.
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s . 102 Dataset SAC CQL [QL ReBRAC SACR_NI) SACDRNI) SACRFF—RH’D
halfchectah-random 207114 3L1+35 195L08 205L15h 27.6L21 304140 293117
S [ RND ] — 100 -1 e, Mo 10 halfcheetah-medium 5524278 469404 500402 656110 664114 683+0.2 67.0L0.5
SR . . . halfchectah-expert 08418 9731411 955121 1059417 1026+42 106.213.7 109.2 + 2.0
displacement & 1 Object moves [NO OO0D alert ;":I':;'g‘l‘fb :i':n':;':;':g R';';'i':a":D halfcheetah-medium-expert 28.4 £ 194 950414 927428 101.1452 107.6L28 1085111 109.7+ 0.3
’ £ : E B " L halfchectah-medium-replay 0.8 £1.0 45310.3 421136 510408 512432 521+L48 57.0 4 2.0
3 Change missed 0 F g o . halfchectah-full-replay ~ 86.8 + 1.0 769109 7504107 821411 812413 8L4L17 843111
= & . - v ) hopper-random 99+t1h 53106 101L59 81124 1961124 32.7+04 314L0.1
. g o B 0 g hopper-medium 08+£0.0 619464 652442 102.011.0 91.1110.1 985111 1023+ 1.5
Still low novelty L e g ol o 8 hopper-expert 0.74£0.0 1065491 1088131 100.1+8.3 109.7+0.5 109.740.3 110.2 4+ 0.8
o 3 0 3 5 hopper-medium-expert 0.7400 9691151 8551297 107.016.4 109.840.6 108.7L05 112.04 0.2
i sl 5 5 s 1075 hopper-medium-replay 74405 863173 8961132 981153 972190 1005410 102.7+ 0.4
N o 1 hopper-full-replay A1.1417.9 101.910.6 10441108 1071104 1074108 10821L0.7 109.6 + 0.4
101 101 walker2d-random 09L08 54t17 113170 215101 187169 217101 220+1.4
. ? 0 - : : To R T . A o 0 5 10 o walker2d-medium —03402 7951432 807134 825136 91.61L28 952407 943109
Why dOeS RN D ove rgeneral |Ze : i : i walker2d-expert 07403 1093101 9694323 112.310.2 10451228 114.0 4+ 0.5 112.8 L 0.5
walker2d-medium-cxpert ~ 1.9+£3.9 1091402 1121405 111.64+0.3 10464112 109.6+L1.0 113.2 + 0.6
P : : walker2d-medium-replay —0.4+£0.3 76.8 1100 754193 77.3179 837477 9L.0129 1017+ 3.7
RND novelty is jointly determined by the target and predictor kernels. EffeCt Of Iength Scale 04 wa]kcrEd-fu]]-rcplayP Y I0LAT3 942410 075414 1092417 1053432 1096107 1107 + 2.8
average score 16.2 73.6 72.9 81.4 82.0 85.9 87.8

MAIN RESULT: Under infinite-width target, slow-training predictor,

Two Moons (m=64) Two Moons (m=64)

T T . a = 0.25 . a = 4.0 . Table 2: Normalized D4R AntMaze scores are reported as mean + std over 10 seeds, with 100
E [8 (X; 9)] = kt (X, X) — ZAx kt (D, X) + Ax KtAx evaluation episodes per seed. Baselines are from prior work |Nikulin et al., 2023, Tarasov et al., 2023,
6 10 Yang et al.,|2024]. Bold and underline denote the best and second-best results.
. 4 _103A 100 _ Dataset SAC CQL IQL ReBRAC SACgrnD SACprnp  SACrrr_rud
Target kernel Predictor kernel ) 5 3 antmaze-umaze 00 740 833+45 978+ 10 970+15 958+24 97.0 £09
What variation does the How does the predictor N " Y g antmaze-umaze-diverse 0.0 84.0 70.6+3.7 883 + 13.0 66.0+£250 872432 884439
random target emphasize? generalize from data? 0 5 10 3 antmaze-medium-play 0.0 612 64.6+49 840+42 3854294 862454 8524 6.1
Y & 10_2§ antmaze-medium-diverse 0.0 53.7 61.7 £ 6.1 763 = 13.5 74.7 £ 10.7 83.0 £3.8 80.5%5.5
) 1! antmaze-large-play 0.0 158 425465 604 +26.1 4394292 532+4.1 57.1+82
k. K = (0,(D), D+ Al) " 0,(D,x) - 10 antmaze-large-diverse 0.0 149 27.6 +7.8 544 +25.1 457 +285 508 +10.5 51.6 +9.8
t} t p ) p ) x ————————
target NNGP kernel and Gram matrix NTK-induced prediction weights B e g 10° 6 10-4 average score 0.0 506 584 76.9 61.0 76.0 76.6
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   f t   : 𝒳 →  ℝ m


   f p : 𝒳 →  ℝ m


  𝜃


   ​  ​ 1


   ​  ​ 1


   ​  ​ 1


   ​  ​ 2


   ​  ​ 1


   ​  ​ 1


   ​  ​ 2


  𝔼 [ ℰ  ( x ; 𝜃 ) ] =  k t  ( x , x ) − 2  A x ⊤  k t  ( 𝒟 , x ) +  A x ⊤  K t  A x


   k t ,  K t


   A x =    (  Θ p  ( 𝒟 ) , 𝒟 + 𝜆 I )  − 1  Θ p  ( 𝒟 , x )


   r online  ( x ) =  r task  ( x ) + 𝛽 ℰ  ( x ) ,     x = ( s , a ) .


   r offline  ( x ) =  r task  ( x ) − 𝛽 ℰ  ( x ) ,     x = ( s , a ) .
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