Chain-of-Thought Oversight Requires Separate
Evidence for Faithfulness and Monitorability

Sichao Li'> Sai Ma? Xiyang Hu®* Chudi Zhong® Tongliang Liu’
'The University of Sydney “Australian National University >Arizona State University “University of North Carolina at Chapel Hill
MINT Lab, Johns Hopkins University

<+ Australian °
<=4l THE UNIVERSITY OF _ad _
by SYDNEY University

THE UNIVERSITY
of NORTH CAROLINA .l"
/

at CHAPEL HILL I

JOHNS HOPKINS

POSITION ‘ Evidence for one property does not by itself indicate or establish the others.
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Reasoning visibility What reasoning is disclosed?
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Mechanistic faithfulness Does the disclosed reasoning reflect the internal computation? Case 1V
Behavioral monitorability Can a specified monitor infer the target property from the evidence? Case1X Case2v
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Mechanistic localizability Can a compact causal mechanism behind the behavior be isolated? Case 2 X
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State every CoT oversight claim in this form

Under monitor class M, using reasoning artifact R at access tier T, target property P is detected or supported with evidence type E, achieving performance A against baseline
on held-out distribution D, with failure mode F reported.




