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Overview

Benchmarks are used to make strong claims about the knowledge they encode

Individual benchmarks not always capture the real-life tasks they represent (Alaa, Hartvigsen, et al. 
2025)

https://arxiv.org/pdf/2503.10694
https://arxiv.org/pdf/2503.10694
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Aligned benchmarks trained on smaller models generalize 
to larger, unseen models



Naive benchmark alignment requires a large number of 
smaller-sized models



Informative subsets enable alignment with as few as ~20 
models



Check our paper + code here!

Paper Code


