
MDPBench: A Benchmark for Multilingual Document Parsing in Real-
World Scenarios

Can OCR read documents from around the world?

Paper: https://arxiv.org/pdf/2603.28130
GitHub: https://github.com/Yuliang-Liu/MultimodalOCR
Hugging Face: https://huggingface.co/datasets/Delores-Lin/MDPBench
ModelScope: https://modelscope.cn/datasets/DeloresLin/MDPBench



Better multilingual parsing turns real-world documents into high-quality LLM pre-training data.

Languages preserve diverse knowledge and cultures Some archives and notes exist only as photographs



Prior benchmarks mainly cover English and Chinese. MDPBench covers 17 languages.



MDPBench uses model labeling, manual correction and independent human verification.

Multilingual document collection Document parsing annotation



Gemini-3-Pro leads at 86.4%. The strongest open-source model, dots.mocr, scores 80.5%.



Photographed documents reduce model scores by 17.8 points on average.



Scores on non-Latin scripts are 14.0 points lower on average than on Latin scripts.



Hindi: crucial diacritics are omitted (Arvind is misread as Aravid).
Russian: Cyrillic letters are confused with visually similar Latin letters.
Arabic: models can reverse the right-to-left reading order.


