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1. Introduction
➢ Modern T2I models produce plausible 

images. Fine-grained aesthetic evaluation 
remains challenging.

19,485 117,672
AI-generated images pairwise comparisons

18 generation models
1,249 curated prompts

5 styles and 25 subcategories

Prompt construction & annotation

➢ Prompts from COCO and DiffusionDB, 
refined with Qwen3.5.

➢ 30 annotators study the annotation 
guidelines before labeling. The collected 
annotations then undergo quality filtering.

2. Dataset: AesGI-Bench

Visual Aesthetic Technical Quality Style Alignment

Color harmony, composition,
lighting and visual appeal

Texture, structural clarity
and absence of artifacts

Consistency with the style
specified in the prompt

➢ Human annotators compare images from the same prompt across three aesthetic 
dimensions.

3. Model: AesGI-Assessor

➢ Qwen3.5-9B with a frozen vision encoder and language-side LoRA (~3.9M parameters).

➢ Three MLP heads (~6.3M parameters) predict one score per dimension for each image.

➢ Bradley-Terry loss handles win/loss pairs. Tie-aware margin loss handles ties (m = 0.5).

4. Main results
➢ Evaluation on AesGI-Bench

Table 2. Performance comparison of automatic quality evaluation models on the AesGI-Bench.

➢ Zero-shot Cross-dataset Evaluation

Table 3. Zero-shot Performance comparisons on the EvalMi-50K from perception dimension. 

➢ Main findings

➢ AesGI-Assessor achieves the 
highest overall correlation with 
human judgments on AesGI-Bench.

➢ The model transfers to EvalMi-50K 
without additional fine-tuning, 
improving agreement at both 
image and model levels.


