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LLM Unlearning

• If an LLM learns unwanted misbehavior, unlearn or “forget” them with samples that
represent those problematic behaviors

• Use case

1. Removing harmful responses

2. Erasing copyrighted contents learned in training data

3. Reducing hallucinations

4. Adapting to quick policy changes
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Benefit of LLM Unlearning

1. Only requires negative samples→ easy to collect by auto red teaming

2. Fast (cost is comparable to just LLM finetuning)

3. Efficient when you know which training samples cause misbehaviors
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Method
θt+1 ← θt − ϵ1 · ∇θtLfgt︸ ︷︷ ︸

Unlearn Harm

− ϵ2 · ∇θtLrdn︸ ︷︷ ︸
Random Mismatch

− ϵ3 · ∇θtLnor︸ ︷︷ ︸
Maintain Performance

• ∇θtLfgt := −
∑

(x fgt,y fgt)∈Dfgt
L(x fgt, y fgt; θt)

• Gradient Ascent to forget

• ∇θtLrdn :=
∑

(x fgt,·)∈Dfgt

1
|Y rdn|

∑
y rdn∈Y rdn L(x fgt, y rdn; θt)

• Forced the model to predict random answers unrelated to x fgt

• Help LLM forget unwanted outputs on x fgt

• We empirically find it helps preserve the normal utility with theoretical analysis
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• ∇θtLnor :=
∑

(xnor,ynor)∈Dnor

|ynor|∑
i=1

KL
(
hθo (x

nor, ynor
<i )||hθt (xnor, ynor

<i )
)

• Forward KL (i.e. KL(θref ||θt)) rather than backward KL (i.e. KL(θt ||θref )) in RLHF (i.e. sampling)

• All GA and GD are done on y (response) only rather than (x , y)

L(x , y ; θ) :=

|y |∑
i=1

ℓ (hθ(x , y<i ), yi )
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Application: Unlearning Harmfulness
• Forgetting data: PKU-SafeRLHF; Normal data: TruthfulQA
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Forget unlearned samples
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Outputs on Unseen Prompts
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Generalized to unseen harmful prompts
See the paper for the application of unlearning (1) copyrighted contents and (2) hallucinations
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Ablation: Comparing to RLHF
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Takeaways

• We should not conclude; this is a growing area [1, 2, 3, 4, 5, 6, 7, 8, 9, 10]

• Targeted and direct unlearning could be an alternative in alignment
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Thanks!

Email: kevinyao@meta.com
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