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same reverse SDE
 

posterior data generation: 
 

from a chosen  and boosted posterior 

from a large  and standard Gaussian

prior data generation: 

target posterior boosted posterior by tilted transport
(provably easier to sample)

 measure space

same reverse SDE

prior

posterior

Step 2

Step 1 (init) 



Inverse Problem
<latexit sha1_base64="nx0Qe4Gf/5vpWohnIG5hehe7ak4="></latexit>

recover x from y = F(x) + "

Bayesian sampling:
<latexit sha1_base64="2doCP4/EhWQKHZ0NclTG/zdXshw="></latexit>

x ⇠ p(x|y) / p(y|F(x))pprior(x)



Langevin Dynamics and Metastability

Langevin Dynamics

Issues: time to relaxation ‘cursed’ by the 
presence of energy barriers and dimension

<latexit sha1_base64="HVf7chrkrLMShKjSN048V9gN13Y="></latexit>

sample x from ⇡(x) / exp(�H(x))

dXt = �rH(xt)dt+
p
2dWt



Score-Based Diffusion and Denoising Oracles

Score-Based Generative Modeling through Stochastic Differential Equations, Song et al. (2021)



Score-Based Diffusion and Denoising Oracles

Score-Based Generative Modeling through Stochastic Differential Equations, Song et al. (2021)

By Tweedie's formula, the time-dependent score along OU (or Heat) semigroup is 
equivalent to denoising oracle

𝖣𝖮π(y, t) = 𝔼[X |y = X + tZ,  where  X ∼ π, Z ∼ 𝒩(0,Id)



Score-Based Diffusion and Denoising Oracles

Score-Based Generative Modeling through Stochastic Differential Equations, Song et al. (2021)

Viewing the learned diffusion model or denoising oracle as a prior, how can we 
leverage it to sample from the posterior?

By Tweedie's formula, the time-dependent score along OU (or Heat) semigroup is 
equivalent to denoising oracle

𝖣𝖮π(y, t) = 𝔼[X |y = X + tZ,  where  X ∼ π, Z ∼ 𝒩(0,Id)



Posterior Sampling

Existing works (see arXiv:2410.00083 for a recent survey): 

• Approximating posterior conditional score (DPS, DMPS, ΠGDM, LGD, etc, inexact 
even for denoising problem or Gaussian mixture prior)

• Variational inference (RED-Diff, Score Prior etc, additional optimization needed)

• Combined with Sequential Monte Carlo/Particle Filtering/Plug and Play 
(asymptotically correct) 

<latexit sha1_base64="2doCP4/EhWQKHZ0NclTG/zdXshw="></latexit>

x ⇠ p(x|y) / p(y|F(x))pprior(x)



Posterior Sampling

How to transfer the power of diffusion model/denoising oracle prior to sample 
posterior, provably?

Existing works (see arXiv:2410.00083 for a recent survey): 

• Approximating posterior conditional score (DPS, DMPS, ΠGDM, LGD, etc, inexact 
even for denoising problem or Gaussian mixture prior)

• Variational inference (RED-Diff, Score Prior etc, additional optimization needed)

• Combined with Sequential Monte Carlo/Particle Filtering/Plug and Play 
(asymptotically correct) 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x ⇠ p(x|y) / p(y|F(x))pprior(x)



Problem Setup and Warmup

Target posterior:

Given time-dependent score for OU
<latexit sha1_base64="jMFEWTZITwk5H0ttrwnCYhE3l34="></latexit>

dXt = �Xtdt+
p
2dWt, X0 ⇠ ⇡ (prior)

<latexit sha1_base64="yNS01vb15JuRS8znRHi/YSlw6ro="></latexit>

y = Ax+ �", x ⇠ ⇡, " ⇠ �d, � > 0

<latexit sha1_base64="7zU6fHBBFVGtQVUG3sC51FtZRpw="></latexit>

⌫ / ⇡(x) exp{�1

2
x>Qx+ x>b} := TQ,b⇡ , with Q =

1

�2
A>A , b = � 1

�2
A>y



Problem Setup and Warmup

Target posterior:

Warmup: when               the task seems ‘compatible’ with the denoising oracle.              
<latexit sha1_base64="9YHbCcPE/SUbo56CfO4JEZNcObE=">AAAB/3icbVDNSsNAGNzUvxqrRsWTIItF8FSSHqrHghe9tWB/oAlls9m0SzfJsrsRSujBgw/iSVAQj/U5PPkMvoSbtgdtHVgYZr6PnW98zqhUtv1lFNbWNza3itvmTml3b986OGzLJBWYtHDCEtH1kSSMxqSlqGKkywVBkc9Ixx9d537nnghJk/hOjTnxIjSIaUgxUlrqW8dN6HKRcJVAN0JqKKLsNpj0rbJdsWeAq8RZkHK9NG1+P55OG33r0w0SnEYkVpghKXuOzZWXIaEoZmRiuqkkHOERGpCepjGKiPSyWfwJPNdKAMNE6BcrOFN/b2QoknIc+XoyjyiXvVz8z+ulKrzyMhrzVJEYzz8KUwb1sXkXMKCCYMXGmiAsqM4K8RAJhJVuzDR1C87yzaukXa04tUqtqeuogjmK4AScgQvggEtQBzegAVoAgww8gRfwajwYz8ab8T4fLRiLnSPwB8bHD4ePmTo=</latexit>

Q / Id

Given time-dependent score for OU
<latexit sha1_base64="jMFEWTZITwk5H0ttrwnCYhE3l34="></latexit>

dXt = �Xtdt+
p
2dWt, X0 ⇠ ⇡ (prior)

<latexit sha1_base64="yNS01vb15JuRS8znRHi/YSlw6ro="></latexit>

y = Ax+ �", x ⇠ ⇡, " ⇠ �d, � > 0

<latexit sha1_base64="kWcm8zY9dVUhy07n2I/xMWV+RYI="></latexit>

T ⇤ =
1

2
log(1 + �2), ỹ = e�T⇤

y =) p(x|ỹ) d
= p(X0|XT⇤ = ỹ)
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Problem Setup and Warmup

Target posterior:

Warmup: when               the task seems ‘compatible’ with the denoising oracle.              
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Q / Id

We can (1) first initialize  and (2) run the original reverse SDE from 
 to 0 to get the exact posterior

XT* = e−T*y
T*

Given time-dependent score for OU
<latexit sha1_base64="jMFEWTZITwk5H0ttrwnCYhE3l34="></latexit>

dXt = �Xtdt+
p
2dWt, X0 ⇠ ⇡ (prior)
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y = Ax+ �", x ⇠ ⇡, " ⇠ �d, � > 0
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T ⇤ =
1

2
log(1 + �2), ỹ = e�T⇤

y =) p(x|ỹ) d
= p(X0|XT⇤ = ỹ)
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Tilted Transport for Posterior Sampling

<latexit sha1_base64="Bgjr8qi/3bWaTozq9vwJ5InnkTw="></latexit>(
Q̇t = 2(I +Qt)Qt , Q0 = Q

ḃt = (I + 2Qt)bt , b0 = b

<latexit sha1_base64="L6mZCj94cPHRnUw0iBIFFEyph3c="></latexit>

⌫t / ⇡t(x) exp{�
1

2
x>Qtx+ x>bt}

Consider a time-varying quadratic tilt

<latexit sha1_base64="zdWLjYQorVaZkemvYpoZZp6jdgU="></latexit>

Theorem (titled transport) Assume t < T ⇤
such that the ODE is well-defined

on [0, t]. By initializing Xt ⇠ ⌫t and run the reverse SDE from t to 0, we have

Xs ⇠ ⌫s for s 2 [0, t], specifically, X0 gives the desired posterior.



Tilted Transport for Posterior Sampling
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Consider a time-varying quadratic tilt
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Theorem (titled transport) Assume t < T ⇤
such that the ODE is well-defined

on [0, t]. By initializing Xt ⇠ ⌫t and run the reverse SDE from t to 0, we have

Xs ⇠ ⌫s for s 2 [0, t], specifically, X0 gives the desired posterior.



Tilted Transport for Posterior Sampling

same reverse SDE
 

posterior data generation: 
 

from a chosen  and boosted posterior 

from a large  and standard Gaussian

prior data generation: 

target posterior boosted posterior by tilted transport
(provably easier to sample)

 measure space

same reverse SDE

prior

posterior

Step 2

Step 1 (init) 

Given a baseline sampling algorithm Alg and starting 
time  (for stable ODE solutions), the tilted 
transport works in two steps:

T̃ = T* − ϵ

1. Use the baseline sampling algorithm Alg to sample 

 from  

2. Run the original reverse SDE from  to 0 to get the 
desired sample

XT̃ πT̃(x)exp{ −
1
2

x⊤QT̃ x + x⊤bT̃}

T̃



Intuition for Easier Sampling
<latexit sha1_base64="L6mZCj94cPHRnUw0iBIFFEyph3c="></latexit>

⌫t / ⇡t(x) exp{�
1

2
x>Qtx+ x>bt}

easier prior easier likelihood

Equivalent posterior sampling:

same reverse SDE
 

posterior data generation: 
 

from a chosen  and boosted posterior 

from a large  and standard Gaussian

prior data generation: 

target posterior boosted posterior by tilted transport
(provably easier to sample)

 measure space

same reverse SDE

prior

posterior

Step 2

Step 1 (init) 



Provable Sampling

Sufficient condition relates 
1. prior susceptibility
2. signal-to-noise ratio
3. condition of measurement 

<latexit sha1_base64="1/J8muB0ULW4fc8K/kRZeMyRsBM="></latexit>

Theorem (Strong Log-Concavity of ⌫T ) For t � 0, let �t(⇡) := supx2Rd kCov[TtId,tx⇡]kop
denote the susceptibility of ⇡, and let  = �max(Q)/�min(Q) denote the condi-
tion number of Q. Then ⌫T⇤ is strongly log-concave if

�kQk(⇡) < kQk�1
op



� 1
.



Provable Sampling

Denoising-type: efficient 
at any SNR level

low-SNR 
regime: ν ≈ π

high-SNR 
regime:  
is log-concave

ν

Sufficient condition relates 
1. prior susceptibility
2. signal-to-noise ratio
3. condition of measurement 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Theorem (Strong Log-Concavity of ⌫T ) For t � 0, let �t(⇡) := supx2Rd kCov[TtId,tx⇡]kop
denote the susceptibility of ⇡, and let  = �max(Q)/�min(Q) denote the condi-
tion number of Q. Then ⌫T⇤ is strongly log-concave if

�kQk(⇡) < kQk�1
op



� 1
.



Provable Sampling for Gaussian Mixtures
<latexit sha1_base64="+w6Yswx4hXi7iHYcK0eV+MQo4LY="></latexit>

Corollary (tilted transport for Gaussian mixtures) Let ⇡ = µ?�� and diam(supp(µ)) 
R, then ⌫T⇤ is strongly log-concave if (SNR := �min(Q) = �min(A)2/�2)

(1 + �SNR2)(�(A)2 + SNR�2)

(A)2 � 1
> R2 .



Imaging Problems

inpainting deblur


