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Background

Transformers has a Quadratic Complexity 𝓞(𝑵𝟐𝒅) with respect to sequence length.

High Resolution Images Videos



Code

Background

𝑆𝑖 =
exp 𝑄𝑖

⊤𝐾1

∑𝑗=1
𝑁 exp 𝑄𝑖

⊤𝐾𝑗
, ⋯ ,

exp 𝑄𝑖
⊤𝐾𝑁

∑𝑗=1
𝑀 exp 𝑄𝑖

⊤𝐾𝑗

⊤

𝐿𝑖 =
𝜙 𝑄𝑖

⊤𝜙 𝐾1

∑𝑗=1
𝑁 𝜙 𝑄𝑖

⊤𝜙 𝐾𝑗
, ⋯ ,

𝜙 𝑄𝑖
⊤𝜙 𝐾𝑁

∑𝑗=1
𝑁 𝜙 𝑄𝑖

⊤𝜙 𝐾𝑗

⊤

Softmax Attention

✓ High expressive capability

 Quadratic complexity 𝓞(𝑵𝟐𝒅)

 Inferior performance

✓ Linear complexity 𝒪(𝑁𝑑2)

Linear Attention
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Injectivity of Attention Function
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Proposition 1 -- Softmax Attn is Injective：

Softmax Attn:

Given 𝐾 ∈ ℝ𝑁×𝑑 𝑤𝑖𝑡ℎ rank K = 𝑑, rank K, 1 = 𝑑 + 1. ∀𝑝, 𝑞 ∈ ℝ𝑑, 𝑝 ≠ 𝑞, 𝑤𝑒 ℎ𝑎𝑣𝑒 SK 𝑝 ≠ SK 𝑞 .

𝐿𝑒𝑡 𝜑:ℝ𝑑 → ℝ𝑑 𝑏𝑒 𝑎𝑐𝑜𝑛𝑡𝑖𝑛𝑢𝑜𝑢𝑠 𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛. ∃𝑝, 𝑞 ∈ ℝ𝑑, 𝑝 ≠ 𝑞, s. t. LK 𝑝 = LK 𝑞 .

Proposition 2 -- Linear Attn is Not Injective：
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Linear Attn:
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Injectivity of Attention Function

Softmax

Attention

𝐀𝐭𝐭𝐧 𝒒𝟏 𝐀𝐭𝐭𝐧 𝒒𝟐 𝐀𝐭𝐭𝐧 𝒒𝟑 𝐀𝐭𝐭𝐧 𝒒𝟒

Linear
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InLine

Attention

(Ours)

𝝓(·) = 𝐑𝐞𝐋𝐔(·)
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Softmax

Attention

Linear

Attention

InLine

Attention

(Ours)

𝝓(·) = 𝐑𝐞𝐋𝐔(𝑨 · +𝒃)

Injectivity of Attention Function

𝐀𝐭𝐭𝐧 𝒒𝟏 𝐀𝐭𝐭𝐧 𝒒𝟐 𝐀𝐭𝐭𝐧 𝒒𝟑 𝐀𝐭𝐭𝐧 𝒒𝟒
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Injective Linear Attention

InLK 𝑄𝑖 = 𝜙 𝑄𝑖
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𝐿𝑒𝑡 𝜑:ℝ𝑑 → ℝ𝑑 𝑏𝑒 𝑎𝑛 𝑖𝑛𝑗𝑒𝑐𝑡𝑖𝑣𝑒 𝑚𝑎𝑝.

Given 𝐾 ∈ ℝ𝑁×𝑑 𝑤𝑖𝑡ℎ rank 𝜙 K = 𝑑, rank 𝜙 K , 1 = 𝑑 + 1.

∀𝑝, 𝑞 ∈ ℝ𝑑, 𝑝 ≠ 𝑞, 𝑤𝑒 ℎ𝑎𝑣𝑒 InLK 𝑝 ≠ InLK 𝑞 .

Proposition 3 -- Injective Linear Attn is Injective：

Injective Linear Attn:
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Injectivity of Attention Function
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Injectivity of Attention Function
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Local Modeling Capability

Softmax AttnImage Linear Attn InLine Attn Softmax AttnImage Linear Attn InLine Attn
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Local Modeling Capability

InLK 𝑄𝑖 = 𝜙 𝑄𝑖
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Injective Linear Attn:

InLine Attention Module:

𝑂𝑖 = InLK 𝑄𝑖
⊤𝑉 + ∑𝑗=1

9 𝑟𝑗𝑉𝑗
𝑁(𝑖)

，𝑟 = MLP ҧ𝑥



Code

Empirical Study

✓The impact of injective property:

✓Local modeling ability:
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Empirical Study

✓Performances on ImageNet-1K:
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Empirical Study

✓Speed measurements:
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Empirical Study

✓Performances on downstream tasks:
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Take-away Messages

Injective Linear Attention (InLine)

✓ The injectivity of attention function is of crucial importance

✓ Local modeling is essential to attention

✓ InLine: a simple, fast and effective linear attention module



Thank you!

Contact: hdc23@mails.tsinghua.edu.cn
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