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Multimodal Variational Autoencoders
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Multimodal fusion via joint posterior 

approximation 𝑞ϕ 𝒛 𝑿 :

• Product of Experts [1]
• Mixture of Experts [2]

• Mixture of Product of Experts [3]
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ℰ 𝑿 = 𝐸𝑞ϕ 𝒛 𝑿 
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• Multimodal sample: 𝑿 = {𝒙1, … , 𝒙𝑀}
• Encoder (Posterior Approximation): 𝑞ϕ 𝒛 𝑿

• Decoder (Conditional Generation): 𝑝θ 𝑿 𝒛
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Unimodal VAEs
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ℰ 𝐗 = 
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Multimodal Variational Mixture of Experts Prior
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Multimodal Variational Mixture of Experts 

prior:
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Benchmark Experiments
Translated PolyMNIST

Medical Data Science

Latent Representation, 𝛽 = 1.0



Summary

• Novel Multimodal Learning objective that 

leverages soft-sharing instead of fusion

• Multimodal Variational Mixture of Experts prior 

(MMVM): we show the optimality of the chosen 

prior distribution

• Strong results on benchmark experiments and 

real-world datasets

• To follow: extending the proposed objective to 

additional architectures learning objectives
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