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Background: Mixture-of-Expert

● Each expert is an independent network
Credits to Robert A Jacobs, et al



Background: Sparse MoE

● Each expert is a MLP in the transformer architecture

● Gating network controls Top-K selection of experts 
Credits to Noam Shazeer, et al



Background: Mixtral-8x7B



Background: Multimodal LLM

● LLaVA

○ CLIP + MLP Connector + LLM

○ Visual Instruction Tuning: Image Caption / OCR / VQA

Credits to Liu Haotian, et al



Background: Multimodal LLM

● Multiple vision encoders to improve the visual capacities of MLLM

● N times longer sequence of visual tokens

Credits to Lin Ziyi, et al



CuMo

● MoE on CLIP-ViT & MLP

○ Improve visual capacities 

○ Same length of input sequence to CLIP

● CuMo-7B 

○ Mistral-7B + CLIP-MoE & MLP-MoE

● CuMo-8x7B

○ Mixtral-8x7B + CLIP-MoE & MLP-MoE



Architecture
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Training MoE

9

● Pre-Training : Simple coco caption data

● Pre-FineTuning : Complex long caption data

● Visual Instruction Tuning : Mixture of VQA / OCR / Caption / Text data



Ablation Study
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Comparisons
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Extra Ablation Study
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Main Table
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Expert Analysis
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● Expert loadings are overall equally distributed

● Expert selections show preference on certain subtasks



Examples
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Examples
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Future Works
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● Alignment

○ Add RLHF to reduce hallucinations of CuMo’s outputs

● Add Capacity & Modality

○ Capacity

■ Visual Grounding

■ Image Generation

○ Modality

■ Video

■ Audio



Thank You!
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Code / Model Demo Project


