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Motivation
Efficient Transformers

• Performer, Random Feature 
Attention, Nystromformer, 
Longformer, Big Bird, Reformer, 
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The goal of this work
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• Elevating the importance of a few tokens: VIP-Tokens
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• VIP-tokens occupy the front seats
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Evaluation
Scaling Length to 128K



Takeaway
VCC reduces the overall complexity dependency on the sequence length 
without sacrificing the model accuracy. 


VCC uses the standard Transformer blocks (with standard feed-forward 
network and self-attention) while achieving efficiency gain. 


VCC can be directly incorporated into existing pertained models with 
some additional training. 
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