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Motivation and Background

• In real world, the states and action 
space can be infinite.

• We consider linear MDPs.

• Linear bandits is the simplest case of 
linear MDPs.



Heavy-Tailed Rewards v.s. Bounded Rewards
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• Current literature assumes that rewards are either uniformly bounded
or sub-Gaussian.

• Therefore, their algorithms can’t handle heavy-tailed behaviors in real-
world problems.

• To name a few:

• stock returns in financial markets

• advertiser values in online advertising



Our Contributions
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Linear Bandits



Our Contributions
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Linear MDPs



Adaptive Huber Regression

• Solve 𝜃𝜃𝑡𝑡 as follows
𝜃𝜃𝑡𝑡 = arg min

𝜃𝜃
𝐿𝐿𝑡𝑡(𝜃𝜃)

where 𝐿𝐿𝑡𝑡 𝜃𝜃 = 𝜆𝜆
2
𝜃𝜃 2 + ∑𝑠𝑠=1𝑡𝑡 ℓ𝜏𝜏𝑠𝑠

𝑅𝑅𝑡𝑡− 𝜙𝜙𝑠𝑠,𝜃𝜃
𝜎𝜎𝑠𝑠

ℓ𝜏𝜏 𝑥𝑥 is Huber loss (Sun et al., 2020), which is 
defined as

When 𝜏𝜏 = ∞, it is reduced to weighted 
regularized least-squares regression
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Linear Bandits
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Result of Linear Bandits
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• Regret:
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• Worst-case regret:
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• Deterministic-case regret:
�𝑂𝑂 𝑑𝑑 ,Ω(𝑑𝑑)



• adaptive Huber regression
• weighted ridge regression
• value iteration scheme
• rare-switching policy

Linear MDPs



Result of Linear MDPs
• Regret:
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• First-order regret:
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• Lower bound:
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Experimental Result



Thanks for listening!
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