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Introduction

Example: Car Racing

Objective:

Maximize the number of laps in a given time

Safety constraints:

Stay in the lane

Credit to David Merrett
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Introduction

Constrained Markov Decision Process

at ∼ π(·|st)
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Problem Formulation

Constrained MDP Problem

Value Function

For any function g (r or c),

V π
1 (µ; g ,P) = Eπ

[
H∑

h=1

g(sh, ah)
∣∣∣ s1 ∼ µ

]
.

Find an optimal policy π∗ for:
max
π

V π
1 (µ; r ,P)

s.t. V π
1 (µ; c,P) ≤ τ.
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Problem Formulation

Previous works only ensure O(
√
K ) safety cost violation.

However, it may be important to only allow zero or bounded constraint violation:

min Regret(K ; r) =
K∑

k=1

(V π∗
1 (µ; r ,P)− V πk

1 (µ; r ,P))

s.t. P(V πk
1 (µ; c ,P) ≤ τ,∀k ∈ [K ]) ≥ 1− δ (zero constraint violation)

OR Regret(K ; c) =

(
K∑

k=1

(V πk
1 (µ; c ,P)− τ)

)
+

= O(1) (bounded constraint violation).

Main Results

Design safe reinforcement learning algorithms that can

keep an Õ(
√
K ) reward regret,

guarantee zero or bounded safety constraint violation with high probability.
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Main Results

Comparisons for algorithms on episodic constrained MDPs

Algorithm Regret Constraint violation

OPDOP [Ding 2021] Õ(H3
√
SAK ) Õ(H3

√
S2AK )

OptCMDP [Efroni 2020] Õ(H2
√
S3AK ) Õ(H2

√
S3AK )

OptCMDP-bonus [Efroni 2020] Õ(H2
√
S3AK ) Õ(H2

√
S3AK )

OptDual-CMDP [Efroni 2020] Õ(H2
√
S3AK ) Õ(H2

√
S3AK )

OptPrimalDual-CMDP [Efroni 2020] Õ(H2
√
S3AK ) Õ(H2

√
S3AK )

C-UCRL [Zheng 2020] Õ(T
3
4 ) 0

OptPess-LP [This work] Õ( H3

τ−c0

√
S3AK ) 0

OptPess-PrimalDual [This work] Õ( H3

τ−c0

√
S3AK ) O(1)
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Zero Constraint Violation

Zero constraint violation

Assumption

The agent knows

a strictly safe policy π0,

its safety cost V π0

1 (µ; c ,P) = c0 < τ .

Objective of the agent:

min Regret(K ; r) =
K∑

k=1

(V π∗
1 (µ; r ,P)− V πk

1 (µ; r ,P))

s.t. P(V πk
1 (µ; c ,P) ≤ τ,∀k ∈ [K ]) ≥ 1− δ.
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Zero Constraint Violation

Optimistic Pessimism in the Face of Uncertainty

Optimistic reward estimate

r̄kh (s, a) := r̂kh (s, a) + αr βkh (s, a)︸ ︷︷ ︸
confidence interval

.

Scaling factor

αr := 1 + |S|H +
4H(1 + |S|H)

τ − c0
.
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Zero Constraint Violation

Optimistic Pessimism in the Face of Uncertainty

Pessimistic safety cost estimate

ckh(s, a) := ĉkh (s, a) + (1 + H|S|)βkh (s, a).

Choose the policy from a “pessimistically safe” policy set

Πk :=

{
{π0} if V π0

1 (µ; ck , P̂k) ≥ (τ + c0)/2,

{π : V π
1 (µ; ck , P̂k) ≤ τ} otherwise,

where P̂k is the empirical estimate of the transition.

Use linear programming to determine πk ∈ argmaxπ∈Πk V π
1 (µ; rk , P̂k)
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Zero Constraint Violation

Lemma (Zero Constraint Violation)

Fix any δ ∈ (0, 1). With probability at least (1− δ),

V π
1 (µ; c ,P) ≤︸︷︷︸

pessimism

V π
1 (µ; ck , P̂k) ≤︸︷︷︸

definition of Πk

τ for any k and policy π ∈ Πk .

Decompose regret of reward as:

Regret(K ; r) =
K∑

k=1

1(|Πk | = 1)
(
V π∗

1 (µ; r ,P)− V π0

1 (µ; r ,P)
)

(burn-in: O(1))

+
K∑

k=1

1(|Πk | > 1)
(
V π∗

1 (µ; r ,P)− V πk

1 (µ; r̄k , P̂k)
)

(optimism: ≤ 0)

+
K∑

k=1

1(|Πk | > 1)
(
V πk

1 (µ; r̄k , P̂k)− V πk

1 (µ; r ,P)
)
. (UCB: Õ(

√
K ))
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Zero Constraint Violation

Theorem

Fix any δ ∈ (0, 1). With probability at least (1− δ), OptPess-LP has

zero constraint violation,

Regret(K ; r) = Õ

 H3

τ − c0

√
|S|3|A|K +

H5|S|3|A|
(τ − c0)2 ∧ (τ − c0)︸ ︷︷ ︸

burn−in

 .
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Bounded Constraint Violation

Bounded Constraint Violation

Assumption

The agent

knows that there exists a strictly safe policy with safety cost c0,

but does not know any specific strictly safe policy.

Objective of the agent:

min Regret(K ; r) =
K∑

k=1

(V π∗
1 (µ; r ,P)− V πk

1 (µ; r ,P))

s.t. Regret(K ; c) =

(
K∑

k=1

(V πk
1 (µ; c ,P)− τ)

)
+

= O(1).
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Bounded Constraint Violation

Optimistic Pessimism in the Face of Uncertainty

Optimistic estimates of reward and safety cost

r̃kh (s, a) := r̂kh (s, a) + (1 + H|S|)βkh (s, a),

c̃kh (s, a) := ĉkh (s, a) − (1 + H|S|)βkh (s, a).

Add a pessimistic term εk :

max
π

V π
1 (µ; r ,P)

s.t. V π
1 (µ; c ,P) + εk ≤ τ.
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Bounded Constraint Violation

Primal-Dual Method

Lagrangian:

Lk(π, λ) := V π
1 (µ; r ,P) + λ(τ − εk − V π

1 (µ; c ,P)).

Policy Update (Dynamic Programming):

πk ∈ argmaxπ∈Π V̂ π
1 (µ; r̃k , P̂k)− λk

ηk

(
V̂ π

1 (µ; c̃k , P̂k)− τ
)

.

Dual Update:

λk+1 =
(
λk + V̂ πk

1 (µ; c̃k , P̂k) + εk − τ
)

+
.
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Bounded Constraint Violation

Decompose constraint violation as:

Regret(K ; c) =

(
K∑

k=1

(
V πk

1 (µ; c ,P)− V̂ πk

1 (µ; c̃k , P̂k)
)

+
K∑

k=1

(
V̂ πk

1 (µ; c̃k , P̂k)− τ
))

+

≤


K∑

k=1

(
V πk

1 (µ; c ,P)− V̂ πk

1 (µ; c̃k , P̂k)
)

+ λK+1 −
K∑

k=1

εk︸ ︷︷ ︸
compensate previous terms


+

.
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Bounded Constraint Violation

Decompose regret of reward as:

Regret(K ; r) =
C ′′∑
k=1

(
V π∗

1 (µ; r ,P)− V πk

1 (µ; r ,P)
)

︸ ︷︷ ︸
burn-in: O(1)

+
K∑

k=C ′′

(
V π∗

1 (µ; r ,P)− V πεk ,∗
1 (µ; r ,P)

)
︸ ︷︷ ︸

Õ(
√
K)

+
K∑

k=C ′′

(
V πεk ,∗

1 (µ; r ,P)− V̂ πεk ,∗
1 (µ; r̃k , P̂k)

)
︸ ︷︷ ︸

optimism: ≤0

+
K∑

k=C ′′

(
V̂ πεk ,∗

1 (µ; r̃k , P̂k)− V̂ πk

1 (µ; r̃k , P̂k)
)

︸ ︷︷ ︸
Õ(
√
K)

+
K∑

k=C ′′

(
V̂ πk

1 (µ; r̃k , P̂k)− V πk

1 (µ; r ,P)
)

︸ ︷︷ ︸
UCB: Õ(

√
K)

.
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Bounded Constraint Violation

Theorem

Fix any δ ∈ (0, 1). Then, OptPess-PrimalDual has

Regret(K ; r) = Õ

 H3

τ − c0

√
|S|3|A|K +

H5|S|3|A|
(τ − c0)2︸ ︷︷ ︸
burn−in

 ,

Regret(K ; c) = O
(
C ′′(H − τ) + H2

√
|S|3|A|C ′′

)
= O(1),

where C ′′ = O(H
4|S|3|A|

(τ−c0)2 log H4|S|3|A|
(τ−c0)2δ′

) does not depend on K .
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Concluding Remarks

Concluding remarks:

It is possible to

keep an Õ(
√
K ) reward regret,

guarantee zero or bounded safety constraint violation under some mild assumptions.

The general idea of ”Optimistic Pessimism in the Face of Uncertainty” is useful for safe
exploration.
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Concluding Remarks

Thank You
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