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Yes!
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Problem:

‣ Intractable!

Instead:

‣ Derive an equivalent tractable variational objective
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What reward function is this objective optimizing?
‣ Variational objective

‣ Equivalent to KL-regularized RL with rewards

‣ Sparse rewards given by transition dynamics

OUTCOME-DRIVEN VARIATIONAL OBJECTIVE (FINITE HORIZON)
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But: We don’t care when the outcome is achieved 

‣ Treat termination time as a random variable: 

‣ Perform inference over states, actions, and the termination time
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Infinite-horizon variational objective 
‣ Define variational distribution 

‣ Goal: Derive recursive variational objective

OUTCOME-DRIVEN VARIATIONAL DISTRIBUTION
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OUTCOME-DRIVEN VARIATIONAL INFERENCE AS TD LEARNING
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OUTCOME-DRIVEN BELLMAN OPERATOR

with
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Theorem 2. (informal)

‣ Assume that the MDP is ergodic and set of available action is finite.
‣ Consider the outcome-driven Bellman operator.
‣ Consider the optimal variational distribution over the termination time
‣ Alternating between policy evaluation and policy improvement will 

result in an optimal policy

OUTCOME-DRIVEN POLICY ITERATION
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Estimation of transition dynamics

‣ Objective is defined in terms of likelihood of achieving the outcome
‣ Need to know transition dynamics
‣ If transition dynamics are unknown, estimation is needed:
‣ Fix parametric model
‣ Learn parametric model via

OUTCOME-DRIVEN REWARD ESTIMATION
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Setting
‣ No oracle goal sampling
‣ Future-style relabeling
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Effect of dynamic discount factor and learned dynamics
‣ Fixing the dynamics model works well
‣ Fixing the discount factor deteriorates performance

ABLATION STUDIES
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MAIN TAKEAWAYS

1. RL can be derived from probabilistic inference 
without access to a pre-specified reward function.

2. Outcome-driven variational inference can be 
formulated as a temporal-difference algorithm,

3. and yields a dense reward function that can 
be estimated from environment interactions.
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